
Introduction
In this paper I discuss the fully automatic, real time 

generation and animation of particle systems based 
on and correlating to optical flow calculations from 
moving elements of a video. Optical flow is defined 
as the distribution of apparent velocities of motion of 
brightness patterns in an image [1]. This application 
of real time optical flow calculation is unique, as 
previous work on particle generation of motion has 
largely not included individual pixel motions in 
their calculations [2]. In this application, as not only 
each particle’s position but also velocity through 2-d 
space is relative to the position and velocity of the 
motion element that generated it. Due to this, my 
system enables complicated interactions simulating a 
3 dimensional effect without requiring depth finding 
techniques.

The code for this application was created using 
Max/MSP/Jitter, a graphical real-time video and audio 
development environment [3]. The framework of the 
generation is comprised of three separate layers: the 
motion detection layer, particle generation layer, an 
iterative movement and composition layer. Each of 
these layers is broken down into individual component 

parts for simplicity and visual coherence, as Max is a 
visual programming environment. Input for the code 
can be taken from a webcam, video camera, or pre-
recorded video files and rendered to the screen or 
disk.

The project was developed in the process of 
developing a music video for the song “Time to 
Start” by the Blue Man Group, in which the singer 
instructs the listener to perform various “rock concert 
movements” such as pumping your arms into the 
air. I attempted to emphasize the motion aspects of 
volunteers performing the movements mentioned 
as well as their own dance moves with this particle 
generation technique overlaid on to the original 
video.

Related Work
The idea for the system was initially sparked by the 

visual representation of image discrepancies in Sand 
and Teller, Video Matching [4]. Their work involved 
spatially matching two videos of the same scene from 
similar viewpoints, and one intermediate step was to 
determine optical marker differences between scenes. 
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Fig. 1: Four frames from a 30-frame sequence showing the particle overlay and its movement over time



Their representation of these differences was a grid of 
arrows pointing in along the difference vector, with 
“good” background matches and “bad” discrepancies 
highlighted. This gave the initial thought of creating 
particle systems to follow these vectors in a video to 
emphasize movement.

The key optical flow algorithm is the Horn-Shunk 
method for optical flow [1]. This algorithm calculates 
individual pixel motion values based on the assumption 
that the usual motion being observed is that of an 
opaque object of finite size undergoing rigid motion 
or deformation. Because of this, pixel movements can 
be calculated based on image gradients of their local 
neighborhood across x, y, and t. The algorithm takes 
the form of an iterative error-reducing estimation of 
local flow velocities.

One related work was found called Reactive, by 
Shiffman [2]. Their project was the live manipulation 
of a grid of particle systems based on movements in 
a video feed. Their effect was based on generating 
stationary particles to create a low-resolution 
replication of the original video, and using motion to 
cause the particles to move. The particle movement is 
random however, and primarily consists of shooting 
the particle towards the rendering camera to create an 
interesting visual effect. Our project differs by only 
generating particles on areas with significant motion, 
and the particle motion direction is along the path of 
the motion that generated the particle.

Data Collection
There are two methods of collecting and compositing 

video. The Max patch accepts both Quicktime video 
input as well as camera feeds. They can be switched 
between on the fly, if desired, by changing one selector 
switch. Most initial testing was done with a live 
camera, as it enabled instant feedback for tweaking 
of code. The video was recorded to Quicktime files 
at 30 frames per second with no compression and full 
quality at 720 by 480 resolution. 

 This effect was built using Cycling ‘74 Max/
MSP version 4.6.3 and Jitter version 1.6.3. We used 
the HSFlow implementation provided by cv.jit [5] 
version 1.6 beta 2. Post-rendering effects on particles 
provided by a Gaussian blur filter (part of a package 
named Pete’s Plugins) for FreeFrame version 1.5 [6]. 

Video for the final movie was captured using a 
Sony PDX10 camera mounted on a tripod to eliminate 
camera motion, as our algorithm is not robust against 

any camera movement. Unfortunately, this particular 
model of video camera is not very high quality, and 
there are significant scan-lines visible in the video 
during sequences of high motion. This is merely 
an artifact of the camera and is not any error in the 
algorithm.

A screen was present for the participants to view 
their movements and how they were interacting with 
the particle systems. The screen was rendering a live 
feed of their motions with the particle overlay enabled. 
Initially, only the unaltered original was saved, later 
the overlay was re-rendering using the recorded video 
and saved as well after tweaking parameters. This 
footage was then edited in Adobe Premiere CS3 to 
make the final video.

Volunteer actors were instructed to merely follow 
along with the song, ad-libbing dance moves as they 
wanted to fill time. Three participants were recorded 
and their performances were spliced together after 
recording was finished, highlighting each of the 
videos. Audio of the performances was not recorded; 
the music was dubbed over the movie sequences in 
Premiere.

Additional video clips were acquired from various 
internet sources. The clips used should be obvious. 
All are copyrights of their respective owners, but this 
educational copy is protected under fair use.

Technical Approach
The Max/MSP/Jitter environment is different 

than most programming environments as instead 
of writing code, you connect blocks together with 
patch cords. The design is driven for live audio and 
sound applications, making it a logical choice for this 
project. Unfortunately, it has a few drawbacks of its 
own. One point to keep in mind is in several of the 
steps, there are additional checks to make sure signals 
are arriving at the correct times. One common pitfall 
I encountered during the production of this effect was 
that signals would literally be crossed, with half the 
data arriving from a different source.

Jitter, the video processing portion of the 
environment, can grab video in two basic ways that 
we are concerned with: From a quicktime movie file, 
and from an attached camera. Each of these methods 
when used live require a global synchronization pulse 
for them to generate images, but this pulse frequency 
changes depending on frame rate to maintain a live 
look. When a file is read for the final rendering, it is 



loaded using a frame dump method where each frame 
is processed, rather than skipping frames to maintain 
frame rate. No matter the case, the end result is one 
4-plane Jitter matrix per frame, 720 by 480 pixels in 
our implementation, containing ARGB (Alpha, Red, 
Green, and Blue, though alpha data is discarded) data 
of whatever was just captured. This matrix is stored 
for later use in composition of the final render, as well 
as sent on to the next section.

The Horn-Shunk method of calculating image flow 
is based on the lack of constrains. Fundamentally, 
2-dimensional image flow is made of two components 
per pixel, but there is only one constraint available, 
the brightness value of that pixel. As such, it is 
mathematically impossible to determine image flow 
for any pixel from only that pixel. Fortunately we can 
look at their neighbors and the image gradients across 
the x, y, and t dimensions.

If we let u = dx/dt and v = dy/dt, the problem 
becomes a single linear eq. 1. The E abbreviations 
stand for the partial derivatives of image brightness 
with respect to x, y, and t, respectively. These are then 
further derived until a solution suitable for interactive 
estimation is found. 

 [eq. 1]  Exu + Eyv + Et = 0

The key methodology of the Horn-Shunk method 
is to calculate along what is essentially an early video 
cube. They measure the gradient in relation to the 
three dimensions and are able to determine how each 
pixel is currently moving. To eliminate noise, they 
implement a smoothness constraint. As described 
above, most objects we view are opaque and undergo 
rigid motion or deformation. Because of this, they Fig. 2: Stage one of the process, from capture to 

particle generation

Fig. 3: Average of du and dv for illustration (left) and best choice particle generation mask (right)



can assume a solution that minimizes the overall 
flow gradient to be more viable, avoiding granular 
solutions. Additional discussion may be found in the 
original paper [1].

Fortunately for us, an implementation of this 
method is available for Jitter through a third party 
add-on, cv.jit [6], in the object cv.jit.hsflow. Because 
the Horn-Shunk algorithm requires a greyscale image, 
we must first convert our RGB image into a 1-planar 
luminescence image. We then downsample the image 
from 720x480 pixels to 90 by 60. In practice, we 
have found that this significantly reduces noise at 
the cost of a small amount of accuracy in particle 
positioning. The output is two 1-plane Jitter matrices, 
one each for horizontal and vertical motion, with each 
cell containing a 32-bit float value containing the 
movement amount in that dimension.

These matrixes, du and dv are stored to be 
referenced later when calculating particle velocities. 
They are also combined together using Eq. 2 to form 
a mask Mbest showing which areas in the image are 
deemed to have high enough movement to generate 
a particle in. Once we have determined if this area 
has enough movement, a random number generator 
makes the final decision whether or not a particle will 
actually be generated. I have found that creating a 
particle in 7-15% of all the selected areas generates 
enough particles but not so many as to overwhelm the 
original image. The resulting mask is shown on the 
right of figure 3.

M[eq. 2]  best = ( |dux, y| + |dvx, y | ) / 2 > 0.20 

Once the algorithm has determined which areas 
of the image are going to recieve particles, it must 
go about extracting this information from the matrix, 
which is 2-dimensional grid simply containing a 1 or 
0 for each area of the image. The matrix is iterated 
through, returning one by one the value of each cell and 
the planar coordinates cx, y of the cell in question. If the 
value of the cell is one, the coordinates are passed on 
to the functions which calculate the particle’s velocity 
vector and initial position.

We want the particle’s position to be randomly 
generated somewhere inside the 8 by 8 pixel region 
that the cell coordinates represent. The eventual end 
position must also be relative to the 720 by 480 world, 
instead of the 90 by 60 mask. We run a short equation, 
eq. 3, on each of the x and y coordinates to transform 
them into the same world space as the final composite 
render will be. c  represents the x or y coordinate.

 [eq. 3]  cout = cin * 8 + random(0-8)

In order to calculate the velocity, we must refer 
back to the du and dv matrices output by hsflow. 
The coordinates cx, y returned earlier are sent back to 
these matrices to grab the corresponding cells from 
each. These cells contain a number representing the 
horizontal and vertical components of movement in 
that cell. Those two numbers are multiplied by a speed 
scaling factor that can be changed by the user. We 
found that a value of 4 works well for rapidly moving 
scenes, and 20 works well for more subtle motion that 
may otherwise look static. These two numbers are 
then packed together into a velocity vector. 

Now that we have both a position and velocity, 
we can create a single particle. The two are 
packed together in a list of 6 numbers representing 
3-dimensional position and velocity, for our purposes 
we leave the z values at zero. This list is fed into the 
particle generation object as the initial values of the 
next particle to be genreated. Particles in Jitter are 
implemented with a matrix of dimensions n x 2 x 5 or 
8. The n dimension represents the maximum number 

Fig. 4: Stage two, process iterated every frame



of particles, the 2 holds current and former position of 
particles, and the last holds particle id, lifespan, and 
xyz position or in the case of an x8 matrix, position 
and velocity. The particle generator is also initialized 
with parameters to create only one particle at a time 
and with lifespans between 5 and 15 frames. Then, 
we trigger the output of our stored array of particles 
into the particle generator, which takes this as it’s cue 
to update the array with the new particle. However, 
each “pass” through the particle generator counts 
as one cycle for the particles, and their lifetimes are 
decrimented. Since the particle array must pass through 
the generator once for each particle being generated, 
particles would die before they are rendered To offset 
this, after each pass through I increment the particles 
lifetime by one to bring it back. The updated array 
of particles is then sent back to the top of the loop, 
ready for the next particle to come through. The entire 
process up until this point can be seen in figure 2. 

Every frame, the sync pulse triggers the update 
of the entire particle list according to their velocities. 
Since the particle generator also handles particle 
deaths as mentioned above, the pulse triggers the 
global array to dump into another particle generator, 
this one initialized to emit no particles but only handle 
lifetimes and deaths. Once the dead particles have 
been taken care of, each of the particles is moved by 
its velocity values. The updated list is then sent back 
to the top of this loop to be ready for the next frame.

The list is then iterated through, selecting only 
the pair of xy positions, present and former, for each 
particle. To ensure we are not getting empty cells, 
which the matrix is padded with, we simply ensure 

that the position of the particle is not 0, 0. We then 
send the message to a drawing layer to render a line 
segment between the two points to a frame buffer. 
The drawing layer accumulates these line segments 
until the next global sync pulse, when the result seen 
in the left of figure 5 is sent to the composition stage 
and the buffer is wiped clean. 

During the compositing stage, the particle layer 
and original image can be brought together with 
as little as a simple matrix addition, then displayed 
on the screen. For visual interest, however, I opted 
to apply a few different effects. The first is to make 
the 1-point particles into 3x3 squares using another 
cv.jit plugin, then apply a gaussian blur provided 
by FreeFrame [9]. I used a blur radius of 2 pixels, 
any more overwhelmed the scene. This blurred 
image then has the original particles added back in, 
giving them bright solid spark centers. Finally, this 
composite image is sent through a Jitter effect called 
slide, which stretches the image across the time 
dimension, causing fading and streaking effects. The 
amount of streaking is left up to the user. For the final 
render, we streak backwards 3 frames and forwards 2 
frames, making a slight fade in for particles and then 
a slightly slower fade out. This effect-laden image on 
the right of figure 5 is then ready to be overlaid onto 
the orignal image and displayed.

Because the project was not entirely live, it also 
gave the opportunity to give a higher quality render. 
This involves not only saving the output, but since 
the output doesn’t need to be watched in real-time, 
the input can also be slowed to allow time for the 
processor to fully calculate the entire video frame 

Fig 5, particles without (left) and with post effects (right)



by frame without skipping frames to keep up. The 
standard way to do this is enact a “framedump” of 
the movie, which outputs one frame and waits for all 
calculations to finish before outputting another. To 
catch and save the final render, we attach a Quicktime 
recording object alongside the display window and 
give it instructions to stop itself after the framedump 
is complete. Fortunately, this can all be done in-line 
with the rest of the patch. 

Results
As you can see, even these static images can 

give an idea of not only the number and positioning 
of particles, but due to the nature of the sliding and 
fading, you can also see the movement. Particles are 
smoothly animated from one frame to the next, and 
are connected by the line segments to remove what 
originally was a trail of individual points, which looked 
strange. I also accomplished my goal of having a live 
version as well as a high quality rendered version.

The 0.20 parameter in equation two is the noise 
threshold, only pixels with an average of horizontal 
and vertical motion above that will generate pixels. 
Most of the time, this was a sufficient value, but in 
some frames particles are generated in non-moving 
areas due to camera noise or brightness and shadow 
changes. While some of this can be attributed to the 
camera, the parameter itself could use a little more 

adjustment to find a good value.

The system is well-tuned to handle medium sized 
movements. Large movements, such as the dancing in 
the Weapon of Choice video [7] or rapid arm pumping 
in the Numa Numa video [8] blur throughought one 
video frame and cause erratic optical flow calculations, 
as can be seen in the explosion of particles going in 
all directions during these scenes. Small movements, 
such as the thumb strumming the guitar, are also lost. 
In addition, movements of small objects, only slightly 
larger than a single motion detection cell, can be lost 
by the noise filter since they affect so little of the 
overall image.

Particle generation works very well with certain 
large, well defined, smooth movements. I feel some 
of the discrepancies are caused by the interpolation 
of the camera used between frames. If a better camera 
were used, more subtle movements may be able to 
be captured more accurately. Initial work was able 
to identify movement as small as the raising of an 
eyebrow, but the system now struggles with capturing 
anything smaller than a finger wagging. Some of this 
may be due to the reduction of size before sending 
the images to hsflow. It is a tricky situation, as larger 
images are slower and generate more noise, but they 
can also pick up on finer movements.

Future Work

Fig. 6: Finished full render of one frame of video



One of the first things I would change were I to 
rework this project is to find a way to use higher 
resolution images in the hsflow algorithm. A major 
downfall of the current implementation is that each 
8 by 8 block is calculated as a whole for speed, but 
unfortunately at the cost of accuracy. I believe I 
could design a way to compare both the high and 
low resolution maps to create one Mbest that is more 
accurate and can pick up finer details.

In one earlier implementation, a system was 
used to automatically determine the noise threshold 
each frame based on average movement last frame. 
The final version did not have this as the system 
did not end up working as well as hoped. However, 
I still think that it is a worthy addition to the effect. 
For images with very subtle movements, we would 
want to lower the threshold at the risk of introducing 
more noise particles. The same for larger movements, 
where often shadows in the image will change and 
themselves generate noise particles. By raising the 
threshold, we could nearly eliminate noise particles in 
scenes with high movement.

In the earliest implementations a global movement 
vector was applied to all particles. This effect was 
compelling, but naieve. I now realize however that 
something similar can work for the algorithm. I have an 
idea to blur the du and dv matrices each frame in order 
to use the now more generalized movement statistics 
to create a “wind” effect for the existing particles by 
applying forces to them relative to the movement of 
their local area. I feel this would create a much more 
interesting effect that emphasizes movement even 
more.

Two alternate effects I can see instead of plain 
white pixels are colored pixels or displacment 
mapping. Colored pixels could add RGB information 
after the velocity values in the particle array. Since 
in this version of the algorithm, specifying individual 
RGB values is possible, colored pixels would be a 
good addition. Colored particles did not make it in 
earlier versions because of a different way of rendering 
them used initially. The second effect is displacement 
mapping. The particles, instead of being rendered to 
the screen, could be used as a displacement map to 
alter and pull at the image below them. This would get 
the effect closer to the inital concept, namely treating 
the video as if it were sitting on a fluid and waves 
moving across it.

One downside of the current implementation is that 

small movements do not generate enough particles 
and large movements geneate too many. I propose 
the addition of a system to count overall how many 
cells targetted for generation there are and creating 
more or less based on that number. Right now, there 
is a blanket chance for particles to not be created 
even if the cell has enough movement. By altering 
this number relative to how many particles are to be 
generated in the given frame, the chance to create a 
particle could go up when there is small movement 
and down for large movements.

As mentioned earlier, the algorithm is very 
sensative to camera movement. If I were to design 
a way to estimate the global camera movement from 
the individual movement vectors, then the camera 
movment may be able to be compensated for. One 
way I can think about doing this is finding the most 
common motion vectors. This would at least allow 
for camera dollying and gimbal rotations. In a similar 
vein, I would like to be able to design a way for scene 
cuts to be automatically detected by the algorithm. The 
obvious choice would be to compare the image with 
the previous frame. If the sum difference is above a 
certain threshold value, a scene cut is assumed and no 
motion detection would be run, as optical flow across 
scene cuts is essentially just noise.
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Fig. 6: 7 frames of a 30 frame sequence illustrating the original image, the best 
particle generation matrix, and the resulting particle overlay


