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The Initial Problem: Space Flight

The problem that  continuous  value  Neural  Networks  originated  from is  the  creation  of  an 

artificial neural network that, given input, could pilot a virtual space ship. The artificial intelligence had 

no assumptions about the laws of physics or how it could move. It would be trained by manually going 

through many repetitions of moving from one point to another by a human, perhaps recorded and 

played back multiple times each to save time. The creation of the network itself did not seem absurdly 

difficult, being that there were only 12 inputs, and about 14 outputs.

The  inputs  were  the  Translational  Speed 

relative to the target (X, Y, Z), the Axial speed 

relative to the target, IE, how fast we are turning 

towards the target (Yaw, Pitch, Roll), the current 

linear  distance  to  the  target,  and  the  current 

angle between the line the ship is facing and the 

line directly to the target. Outputs were thrusters 

(X+, X-, Y+, Y-, Z+, Z-, Yaw+, Yaw-, Pitch+, 

Pitch-, Roll+, Roll-, Boost, Brakes). 

The network was designed as several similar units, one for each output. Due to the complexity 

of the decisions that needed to be made, a Committee of Machines was formed at the end of each of 

these units. A Committee of Machines combines several neural network units in layers above it, and 

uses it's weights to select, or vote for, the committee members that have the best input.1 Committees 

like this have the ability to reduce error without having to train several different networks, as they are 

all trained at the same time. They also have the ability to form networks with different tasks, as to 

separate the network's complexity into individual components. This way, one network could calculate, 

say, if we should turn on a thruster because we are not at the end point, while another network in the 

committee could say that we should turn off the thruster because we are moving very fast towards the 

end point, and will quickly overshoot it. This type of network is also called a Modular Layer Network.

However, this quickly turned into trouble. In working with the simulation program, a game 

engine of my own design, it quickly became evident that a simple +/- scheme would not be sufficient. 

For one, it would become possible for both to fire at once and the intelligence to be confused. Also, 

rotation in the program was dealt with by double values, so a hard +1/-1 would lead to unneccesary 

1 Tresp, Volker Committee Machines 
http://wwwbrauer.informatik.tu-muenchen.de/~trespvol/papers/combine_incl_proof.pdf

Member Member

Committee
of Machines

Etc...

Member Member

Committee
of Machines

Thruster X-

Translational
Speed

Axial
Speed

Rotation
to TargetDistance

Member Member

Committee
of Machines

Thruster X+

Neuron Layers Neuron Layers Neuron Layers



over-thrusting, perhaps leading to oscillations as the artificial intelligence tried to correct an error too 

small for the output to cover. Thus came the idea for a neural network that could output any range of 

values, not just 1 or 0.

Outside Research into Neural Networks, Traditional Fuzzy Logic

Many neural networks, which seem that they should have a nonlinear output, do not, such as 

interesting/not interesting decisions2. In this case, the network simply had two outputs, each boolean: 

Interesting, or Not Interesting. The paper stated that their network was a classification network, which 

outputs one or the other selection, depending on the inputs. The network is trained to recognize patterns 

in the input, and select which output is most appropriate. Classification, however, is still a hard output, 

and not very “fuzzy”: The output must be one of a possible set, there can be no in between.

Traditional “fuzzy” neural networks, which generally can output 

numeric  data,  generally   function  by  selecting  categories  and 

interpolating between them. One example is temperature uses.3 As seen 

in the image, the values of “cold,” “warm,” and “hot” are calculated by 

an activation function. This function outputs one of the classifications. It may then interpolate between 

them to arrive at a numerical value. However, the “fuzziness” of the network comes from the fact that 

each value can have a range of activations. For example, both -10 degrees and 20 degrees would be 

considered “cold.” The classification cold, therefore, is fuzzy, as it could be many different values, but 

it is still “cold.” This allows the computer to be more able to handle the data, as computers are used to 

thinking in ones and zeroes. Thus, with these classifications, computers can be fuzzy.

You  can  see  a  more  complicated 

example of fuzzy logic to the right. This is 

a  screen shot of  the Spark!  Fuzzy Logic 

Editor.4 One  can  see  the  limitations  of 

traditional  fuzzy  logic  in  this  shot.  The 

algorithm represented is a classification of 

what an artificial intelligence in a game is 

supposed  to  do.  It  can  run  away,  fight 

defensively, or attack with all it has. The 

inputs are the enemy's health and the AI's 
2 Karl Kurbel, Kirti Singh, Frank Teuteberg http://www.nd.com/public/appsum/iacis.pdf Search And Classification Of  

"interesting" Business Applications In The World Wide Web Using A Neural Network Approach
3 Fuzzy Logic http://en.wikipedia.org/wiki/Fuzzy_Logic Image released to public under the GNU license.
4 Spark! Features http://www.louderthanabomb.com/spark_features.htm. Image Copyright 2005 Louder Than A Bomb! 

Software.

http://en.wikipedia.org/wiki/Fuzzy_Logic
http://www.louderthanabomb.com/spark_features.htm
http://www.nd.com/public/appsum/iacis.pdf
http://www.nd.com/public/appsum/iacis.pdf


health. However, to calculate a single output, the algorithm uses nine neurons: Three each for the AI 

and Enemy health provides sums to the three output neurons, for the three possible reactions. This 

seemed like an overly excessive scheme to me, and does not apply to what I need.

Some neural  networks  with  truly numerical  output  seem to  be  available,  but  the  network's 

specifics are not given, and the network is a complicated recurrent system.5 The system was designed 

and trained to recognize a temporal sequence, such as the Sine wave function. The system also had no 

explanation of how the neural network actually estimated, however, so no conclusion can be made as to 

how the  system's  output  was  formatted.  It  was  a  classification  algorithm,  so the  output  may be a 

standard classification, and as stated above, classification is better than on or off, but it still has steps to 

it in between values. The paper also stated it used the Sigmoid function in each neuron to return a 

continuous value between 0 and 1. I wanted values between -1 and 1, because the nature of space flight 

thrusters can push either forwards or backwards. 

While doing my research into fuzzy logic, I knew I could do better. There is the theory that a 

multilayer  network can approximate any function. If the output of the function could be linearized 

instead of hacked off with a step function, then the output might be much more useful.

Continuous Value: A New Approach

Upon  failing  my  research  into  discovering  truly  fuzzy  logic,  I  decided  that  it  would  be 

appropriate  to design a  new paradigm for fuzzy logic systems.  I  knew from the research that  any 

function could be created with a multi-layered network with sufficient neurons. Research into how the 

Spark! Editor worked showed how readily available the numerical data was. All that was needed was 

the functionality to extract a whole range of numbers instead of quantifying it to a one or zero with the 

activation function.

The first decision was to use the standard Sigmoid function, shown here: 

The Sigmoid function produced a wide range of outputs while still maintaining a 

boolean-like state. I believed at the time that this would allow a much nicer curve 

between on and off,  giving thrusters (or whatever output the network called for) 

when output. I then set off to test.

C++ and Maple: Forming the Plan

Initial work was done entirely through C++. I set up a simple file type for handling the setup of 

neural  networks,  so they were not hard coded and difficult/lengthy to change.  The initial  network 

created a one-neuron approximation of an AND gate, which worked, in a very fuzzy way. The two 

sigmoid functions were interacting in an expected manner, but I had no way of accurately predicting or 

5 Levin, A and Narendra, K Identification of Nonlinear Dynamical Systems using Neural Networks

y = 1
1 C eKx



visualizing results other than testing sample points. Given the fuzzy nature and my inexperience at the 

time, there needed to be a graphical output of the neural network.

Maple offers excellent plotting, including 3 dimensional graphical representations of functions. 

3 dimensions, while unfortunately the limit of our visualization capability by the physical universe, is 

not enough for complicated multi-input neural networks. For two input gate logic, however, it works 

excellently. Further down the line, it also allowed rapid realization of problems and quick generation of 

new network systems to cover different topics. Lack of knowledge programming in Maple aside, I was 

ready to begin experiments with fuzzy logic.

Initial Experiments and Problems

My first goal was to achieve a network that could perform addition (or subtraction) with one 

neuron. This is one of the most important functions of an continuous value neural network in my mind, 

as well as, it turns out, the simplest.

Stretching

Addition is a purely linear function, and the Sigmoid function is generally not able to output a 

line. In order to do this, the sigmoid function must be stretched. Even a cursory examination reveals 

that the derivative of the sigmoid function approaches 1 as x approaches 0. A closer examination shows 

that the x value can be multiplied by a scalar to cause the function to stretch out towards positive and 

negative infinity, respectively. The image to the right (Similar, but not exactly 

the same, as the one on the cover) is a plot of the function,  z = 1
1 C eKy$x , a 

sigmoid function modified by a scale of y, where y could be represented in a 

neural network as an incoming weight. 

One can visually see that as y approaches 0, the function in terms of x 

begins to get closer and closer to a linear function. However, this only results 

in positive values, and we wanted to achieve negative values as well. As such, we then apply a -0.5 

modifier to the entire function. Also, the function is very compressed as y reaches small values. I use a 

value of y=0.001 to approximate a line, and z values range in the thousandths. The entire function is 

then multiplied by a scalar, which I will call k, where k=4000, to get a simple one-

to-one approximation of the input in a straight line, as seen to the right. As you 

can see, the approximation only begins to gain a major error between 5,000 and 

10,000. The graphic on the next page is a representation of x versus error percent 

from  x  to  the  calculated  value.  This error  can  be  easily  further  reduced  by 

selecting a smaller y (and correspondingly larger k) for high-precision systems or systems dealing with 



numbers  frequently  in  that  range.  Even  with  a  factor  of  only  0.001, 

however, it is visible that values up to 10,000 have errors of under 10%.

X-Bias

It became obvious that a very simple first thing to check was how 

the bias behaved. Shown to the right is a graph 

of  
 1

1  C e K ( x  C y)  where  y is  now  shifting  the 

sigmoid  function  back and  forth.  This  in  itself  is  very  similar  to  addition, 

bounded by 0 and 1. However, even with stretching and scaling, it could never 

perform true addition.

Initial Y-Bias thoughts, problems, and definition of s(x)

The next experiment was to find a way to shift the sigmoid function up and down, to achieve 

the -0.5 modifier required to allow addition. My first idea was to create a second bias on each neuron, 

allowing the entire function to be shifted up and down as required. This quickly became a problem, 

however, as there was no effective way to determine using standard back-propagation methods as to 

which bias to change. Instead, I  decided to use a modified version of the sigmoid function as my 

activation  function  in  neurons,  instead  of  the  normal  one:
y = 2

1 C eKxK1
 I  will 

henceforth refer to this function as   s(x).   

This function is plotted to the right.  The function is superior because it 

allows numbers along a continuous range from -1 to 1, getting closer to being able 

to perform mathematics. This hard coded bias, while not changeable in code, is in 

fact surmountable. Later in my research, I discovered ways to perform addition to the entire function by 

using multiple neurons.

A final scalar

There was one final hurdle in order to create a linear function with one neuron: The final scalar 

function to create a 1-1 ratio. This scalar must be applied at the end of the network, after the last 

neuron. I decided that, therefore, in continuous value neural networks, the output would have weights 

on it's inputs just like neurons did. More appropriately,  it had one weight, because it only has one 

neuron as input.

An Important Note

Up to this point, and for a time henceforth, I have been working exclusively in Maple, and not 

in actual programming. However, they have a very easy crossover. My sigmoid function, s(x), can be 



represented by one single neuron with weight 0 on its single input (x) and no bias. More generally, the 

expression  s ( w1i1  C.. C wnin  C b )  is  one neuron, with  n inputs  i with weights  w,  and a bias of  b. 

Linked neurons can be represented by nested functions,  such as  s( 3s(a + 2b) + 4s(3b -  a) + 3)  

representing a two-layer network with two inputs,  a and  b. Scalar multipliers to the output will be 

represented by a value in front of the entire function, ie,  k*s(x). In this fashion, most simple neural 

networks can be created and represented in Maple. I will be using this notation henceforth.

I would also like to take the time to go back to the linear function, and using this new notation, 

introduce  my  first  theory  on  continuous  value  neural  networking.  All  my  theories  should  have 

mathematical proofs, but I do not want to clutter this paper with mathematics. All my theories also 

assume all variables are real numbers.

THEORY 1:
1

2b
s ( bx ) / x  as b / 0

This theory essentially states that for a b very close to 0, the function approximates a line.

Addition, Subtraction

With the two major hurdles down, experimentation can begin. 

The  first  objective  I  reached  was  my  original  one,  addition.  To 

accomplish addition, a neuron must have two inputs, stretched to form 

a line. Using the commutative property to get two inputs, the original 

function  s(0.001(x  + y))  of  one  input  can be created  into  a  correct 

neuron s(0.001x + 0.001y). The scalar output k, shown earlier as 4000, 

is reduced to 2000 (because the entire Sigmoid function is multiplied 

by two to achieve a -1 to 1 range).  Addition therefore can be easily 

represented by 2000s(0.001x + 0.001y) as graphed to the right.

Important Discoveries

The discovery of neural  addition,  while  promising,  does  not  alone make Continuous Value 

Neural  Networking  a  viable  alternative  to  any other  artificial  intelligence.  There  are  several  other 

important discoveries about the nature of an continuous value network, however, that make the field 

more useful and notable.

Threshold: Boolean Capability

One of the first  ideas I  had was to find a way to represent  a boolean function in a neural 



network.  Given  that  my  s(x) function  already  was  from  -1  to  1,  I 

decided to use those values, instead of 0 and 1, for the time being at 

least. As it turns out, this was very simple. In a similar way to how a 

very small scalar weight of  x can cause the sigmoid function to turn 

into a line, a very large scalar weight can turn the function into a sharp jump, represented to the right. 

Thus is the second theory of this networking scheme:

THEORY 2: s ( bx ) / 4K1 x ! 0

1 x O 0
as b /N

This states that for very large b, the function approximates the threshold function.

Initial And/Or Gates

With the new availability of a threshold function, the creation of a 

boolean  logic  AND/OR  gates  becomes  possible.  In  a  normal  neural 

network,  it  only takes  one  neuron to calculate  an  AND or  OR gate.  I 

therefore tried to chain two gates  together,  a standard OR gate,  with a 

rectifier gate. The result of s(1000s(x + y -0.5)) is shown to the left. 

However, this seemed overcomplicated to me, so I tried modifying 

the outcome to only use one neuron: s(1000x + 1000y -500).  The results 

were identical. Therefore, I arrive at my third theory, one in which I have 

spent less time testing, but it has seemed to work for every instance:

THEORY 3: s ( x $ s ( wnin C..C wnin C b ) )|s ( xwnin C..C xwnin C xb )

Note this theory is similar, but not identical, to the distributive property of multiplication. This theory 

basically states that if the only purpose of a neuron is to be a threshold, then you can distribute that 

duty to it's parent instead.

The AND function is a simple derivative of the OR function, given they are basically the same 

shape in this instance. The function is s(1000x + 1000y – 1500), and the graph is similar, but shifted to 

the +x/+y direction. For space's sake I have not included it.

Significant Improvement

However, anyone looking at these functions will immediately recognize that, in fuzzier logic, 

these functions will only partially work. In this logic method, anything >0 is a 1, and anything <0 is a 

0. The functions above will  work for the exact values of 0 and 1, but any other values can cause 

incorrect answers. For example, if  x=1 and y=-3, the OR gate will return false. Similarly, if  x=0 and 



y=3, the AND gate will return true. Obviously, there must be something to do about this.

The  solution  is  to  run  x and  y 

through threshold neurons before giving 

them to the AND/OR neuron. This also 

is our first foray into layered neurons, a 

large step in proving the functionality of 

the  system.  When  you  run  the  inputs 

through  the  threshold,  you  arrive  with 

clean  quadrant-based  functions,  as 

shown  to  the  above  left  (OR)  and  above  right(AND).  An  OR  gate  can  be  represented  by 

s(1000s(1000x)+1000s(1000y)+500),  while  an  AND  function  is  be  represented  by 

s(1000s(1000x)+1000s(1000y)-500).

1-0 logic gates and the Discovery of the Rectifier function

It also occurred to me that some applications might require a 0/1 ouput, rather than a 1/-1. This 

may not seem important at first with boolean logic, but if you reduce the sharpness (make it more fuzzy 

logic by decreasing  k) then the two are drastically different. In any case, the first problem was the 

ability to create a rectifier function, which would take -1/1 input and turn it into 0/1 input. Through 

experimentation, I was able to create the function  s(1000s(1000x)+1000), which works successfully. 

As such I am able to create another theory:

THEORY 4: s ( b$s ( b$x ) C b ) / 40 x ! 0

1 x O 0
 as b /N

This  allows  us  now  to  rectify  our  previous  gates.  Remembering  that  the  OR  function  is 

s(1000s(1000x)  +  1000s(1000y)  +  500), we  can  then  try  and  substitute  that  for  x to  get 

s(1000s(1000s(1000x) + 1000s(1000y) + 500) + 1000). The resulting function, as expected, looks and 

acts the same as the previous OR function, with the exception that instead of being bound by (-1,1) it is 

now bound by (0,1). AND can be rectified in the same exact way.
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If you are astute, however, you will notice that a direct substitution for x should result in 

s(1000s(1000s(1000s(1000x) + 1000s(1000y) + 500)) + 1000). In this instance, you can look back and 

apply  Theory  3,  which  escapes  the  AND function  from inside  what  is  equivalent  to  a  Threshold 

function. 

Implementation and Use of My Code

The  implementation  of  all  this  is  actually  surprisingly  simple  given  the  complexity  of  the 

mathematics and theory above. The file system I designed to handle these types of neural networks has 

a few simple rules. It is plain-text, for ease of editing and viewing.

A basic file looks like this (This is the code for addition)
inputs 2
outputs 1
*
neuron0 0
+
input 0
neuron 0
weight 0.000001
+
input 1
neuron 0
weight 0.000001
+
neuron 0
output 0
weight 4000000

The file starts out by defining how many total inputs and outputs there are. The words “inputs” and 

“outputs” are actually irrelevant, as long as it is one word, and the number is next to it. The next line is 

an asterisk, signifying a neuron. The next word (neuron0) is irrelevant, but the lone 0 means that this 

neuron has a weight of 0.

The + signifies a connection. Here, “input” is required, and the 0 selects which input. The “neuron” is 

also required, and the 0 selects which neuron. The “weight” is irrelevant, and the 0.000001 selects what 

the weight for this connection will be. All connections are one way.

The last output is from a neuron to an output connection. The weight is the final scalar multiplier to the 

entire function.

Irrelevant words such as “weight” are included only for readability. It should be noted that the “input”, 

“neuron,” and “output” in the connections can also be shortened to i, n, o, respectively. This allows 

very quick and concise neural code. See the andgate.txt code for an example.

Once the network is read, the next step is to give the network input. The network starts by 

seeding each input node with it's value. It then iterates through the neurons, in numerical order, 

retrieving values from it's parents whenever necessary, and calculating what it's value is. After all 



neurons have been calculated, the network loops through outputs, retrieving and scaling appropriate 

values.

Back-Propagation Learning

The standard Back-Propagation algorithms I postulate to work correctly for continuous value 

neural networks, with a few tweaks. I have not had time to thoroughly test any major implementations, 

however the theory is still sound. The only major change is that each neuron will get an error value that 

is a double, and will change it's weights from there, and send a percentage of the error to each of the 

parent's neurons. The complete idea is still in the process of being discovered.

New Material: Learning x = x

However, the other major change is that the output weight must also be modified in order to 

completely train the neural network. This actually turns out to be very similar to the back-propagation 

algorithm, if it were to happen that there was only one input and no bias. The weight is changed by a 

simple function: 6weight  = L$ ( returned K actual )$weight
returned

where L is  the learning factor.  With a  learning 

factor  of  0.1,  I  was  able  to  train  an  output  node to  calculate  o=i in  an average  of  47  examples. 

(examples being input i  and expected answer are the same.) Because this is the scalar multiplier, it 

would be just as easy to train it o=bi for any b.

I plan on testing back-propagation on continuous value neural networks further.

Sample Advanced Uses

There are numerous ways to use this idea, most of which are already using neural networks. 

Certain classification algorithms, such as algorithms to test “interestingness” as in the example early in 

the paper, would greatly benefit from being able to output continuous values. Another example would 

be weather prediction, where inputs may be pressure, temperature, humidity, and other environmental 

factors, and outputs could be chance of rain, snow, clouds, and so on. Instead of simply saying “It is 

probably cloudy today” the neural network could state that it is “Most Likely Cloudy” or “Maybe a 

little cloudy” without having to have separate outputs.

Another  obvious use  is  robots  that  have variable  actuators,  such as  a  thruster.  Since many 

current real-life space robots generally are not free flying, and those that are have thrusters with only 

one setting, this has no immediate use as a thruster control. However, other variable actuators such as 

perhaps amount of force to put into an object may be realized with these algorithms that had to use 

standard  fuzzy logic  before.  Perhaps  a  useless,  simple,  and somewhat  silly  example,  but  a  neural 

network with inputs of mass and size could output how hard a robot should hit it to crush it while 



minimizing effort exerted.

Conclusions and Remarks

I went into this paper with a completely different idea , and it turned out that another, better idea 

came  up  in  the  process.  I  believe  that  Continuous  Value  Neural  Networks  (Alternatively  called 

Arbitrary  Output,  Non-Boolean,  or  most  lovingly,  Extra-Fuzzy)  could  represent  an  important 

advancement of neural networking technology and research. I plan on researching more into them, 

including doing more testing of back-propagation learning and what kinds of algorithms I can create 

with my networks. I was actually surprised that I could find very limited evidence that this had even 

ever been done before, as it seems like something very evident. If I continue my research, and still have 

found  no  other  similar  research,  I  plan  on  writing  a  more  complete  and  professional  paper  and 

submitting it to a conference and/or journal.
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